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It’s a school day. You are about to take a course on a hot topic – “How cognitive agents can learn”. Still in doubt about the efficacy of the techniques learned in your first course in “Symbolic AI”, and demoralized by the too low-level accomplishments of the “connectionist approach”, your motivation to understand what cognition is all about has been declining. Accidentally, though, you hear some commentaries from senior colleagues about how funny and interesting the professor Thornton is. This pricks your ears up and sets your mind for an ultimate leap of faith. You rush to the classroom thinking – maybe this is “gonna” be it!

Thornton opens the course by claiming that learning problems – either behavioral, skill acquisition, concept formation, language development, and the like – can all be formally reduced to a problem of prediction. That is, given a data set of <input, output> pairs, perform an estimation of reasonable outputs given new inputs. According to Thornton, to say that an agent learned to respond with action A when presented with stimuli S, is equivalent to saying that it can predict that A is the right action to be performed given that S is given. Although prediction does not imply learning, learning is formally equivalent to prediction.

That defines the problem -- how to devise systems/algorithms that learn with the best possible predictive power. As Thornton explains, (partial) solutions abound. Starting with the didactic example of the “Nearest-Neighbors” class of algorithms, he shows how the problem can be (tentatively) solved simply by making predictions based on the output values of points geometrically near the test input vector. The size of the input vector determines the dimensions of the (metric) space. Given that such procedure requires full storage of the training examples, Thornton promptly summarizes many of the solutions that have been proposed in the literature of machine learning, neural networks, and statistics, to overcome the problem. Specifically, he gives a brief tour to round: k-means clustering (competitive learning), single perceptron learning by “least-mean squares” (the weight update rule of multiple linear regression), back-propagation in feed-forward multi-layered ANN, radial-basis functions, the good old ID3 and its newer sibling C4.5, and the naive Bayes classifier. It also introduces a new algorithm -- “center splitting”, similar to k-means clustering, but that has the ability to dynamically creates cluster “centers” as needed. He aptly classifies all these algorithms as similarity based algorithms, or, as he prefers, “fence-and-fill” learning. The shared feature is that they all work by splitting and creating boundaries in the input-space and assigning similar output values to input points within the same boundary or cluster – the fences. (It seems to me that it is incorrect to include Bayesian reasoning in this class, although Thornton thinks otherwise). 

Fence-and-fill is good, but only if the training set collaborates by arranging itself neatly in the input space. Thornton argues that in many cases this will not be the case. He supports this claim with two historical examples of human creativity and discovery described in a fascinating and engaging writing style: the discovery of the planetary laws of motion by Kepler in the dawn of  the XVII century, and the “hacking” of the German encryption machine ENIGMA made by Alan Turing and his colleagues during the height of the second world-war. In order to accomplish this, he argues, a true understanding of the structure of the system in hand needs to be obtained – be it the Solar system or the many cogs and wheels of ENIGMA. 

To properly formalize his intuition, Thornton makes the distinction between non-relational regularities and relational ones. The former, depend on the feature values for proper learning, but not on the relationships between values of the different features in the input vector. The latter, on the contrary, are the ones where such relationships do matter. He sees each learning problem and respective data set as being somewhere in the continuum between these to extreme cases. Problems with a more non-relational profile are more prone to be easily solved by fence-and-fill algorithms. In the extreme case, a pure relational learning is a parity function (XOR). Relying on clustering for solving this problem is most likely to result in a complete failure. Most problems, though, will exhibit some level of clustering even when there is an underlying relational structure between different features (e.g. the greater-than relation). To measure this level of clustering Thornton introduces the construct “geometric separability”, which is just the proportion of data points whose nearest neighbors share the same output. (Clearly, this measurement works without modification only for discrete spaces).

Ideally, then, Thornton argues, for an agent to be a competent learner it must be able to learn regularities within the full spectrum of problems. He equates this to the dynamic fabric of sensory mechanisms S that are “fully aligned” with “salient” environmental phenomena P. “Salient” means that they are of relevance to the agent’s goals, and “fully aligned” means that different states of P are detected and measured directly by S. In other words, a bijective function from P to S is created.

Thornton points out that these issues have been partially addressed in the literature using two different kinds of approaches, which he calls: the supercharged fence-and-fill approach, and the pick-and-mix approach. The former corresponds to the use of standard clustering algorithms, but introducing as many (small) clusters as needed until an acceptable good fit is obtained. A companion technique is to recode the data by increasing the number of input dimensions in order to “spread” the data over the hyper-space and making life easier for the clustering algorithm. This presents, though, the well-known problem of over-fitting which can severely limit the performance of the algorithm in making generalizations – and, after all, making correct prediction is what a learning algorithm is supposed to be all about. The pick-and-mix approach, as used in programs for scientific discovery like BACON, consists of postulating a set of operators and combining them into structural models or mathematical expressions until tight fits are obtained. However there is a limitation in this approach: it requires new background knowledge to be provided for every new problem domain – both about which operator set to consider, and about which search heuristics to use. We can also add that the approach is faced with the problem of having to search through a typically infinite space. (Similar considerations apply as well to “Genetic Programming” and “Inductive Logic Programming” techniques).

To solve the conundrum, Thornton puts forward a new approach to the problem of relational learning that he calls  the “Truth from Trash” (TFT) class of algorithms. Before, though, in chapters 9, 10, and part of 11, he adventures to make some conceptual connections and philosophical considerations that are in my view naïve, not to say plainly disastrous. He proposes that learning/induction of new concepts and scientific theorizing is equivalent to data compression. He implies that the principle of parsimony in science (Occam’s Razor), naturally leads to the dissolution of  Hume’s paradox of induction. And, finally, he argues that assigning to evolution the responsibility of providing “built-in” mechanisms for relational learning is not acceptable, for evolution would then be what needs to be explained. Let’s examine each of these claims in turn.

Regarding the data compression--induction duality, he should first notice that induction is a problem of identifying invariants or regularities within a certain data set. Once these regularities are found only the final product is usually of interest. For example, from noticing that the 100th previously observed dogs bark when a car runs by, we can make the reasonable prediction that the next observed dog will also bark under similar circumstances, or even infer that it is likely that all (similar) dogs bark. However, we usually don’t remember every single instance of dog barking, and we need not in order to make successful predictions. On the other hand, in compression/decompression processes we are interested in recovering the original data set – either loss-less or lossy (it’s irrelevant in this respect). From this, we can see that elimination of redundant information (compression) is conceptually different from inducing regularities. Since induction only preserves regularities, many parts of the data may not be “recovered”. As a simple analogy the duality is adequate, but Thornton seems to take it literally. Moreover, although in theoretical science features like unification, explanatory power, in-breadth and in-depth predictive power, along with simplicity are most often taken as characteristic of good and mature scientific theories, tradeoffs are known to exist between model simplicity and accuracy. For example, the Boyles’ law for the “behavior” of perfect gases: PV=rT, applies with reasonable success to all kinds of gases, but to get better fits a law with two extra parameters (specific to each gas) has to be employed in van der Waals’s equation: (P + a/V^2)(V-b) = rT. (Hung 97). This means that, sometimes, obtaining good fits needs to be paid with additional model complexity. In Thornton terms, this means that inducing a good model of the world is not just compressing information as much as possible.

The demise of Hume’s paradox of induction made by Thornton, based on direct application of the principle of parsimony is also ill-informed.

Hume’s paradox is a claim about the rationality or not of induction – the inference of future regularities from regularities observed in the past. To Hume this warrants no justification. From a cognitive agent point of view this issue is not too serious -- it just uses regularities of the environment while they hold, and finds others (that are relevant to its goals) when the former no longer hold. Still, from a philosophical point of view the problem is not dissolved by relying on model parsimony --- something that Thornton argues. The principle of parsimony was been taken as such – a principle -- little is understood about its justification (Malcolm R. Foster personal communication). Clearly, the extent to which the future reflects the past plays a role in learning. The more unstable an environment is, the more we should expect a model to be prone to over-fitting -- because more model assumptions are likely to be violated. In such cases, an agent should rely on just a few stable aspects of the environment, that is to say, on simple and robust models (Gigerenzer et al. 99). This seems to me a reasonable connection between Hume’s paradox of induction and the principle of parsimony. Thornton’s  argument, on the other hand, is fallacious.

Finally, although Thornton is right in hinting that evolutionary theory needs to be better explained (Kaufmman 96), this does not mean that evolution could not provide agents with domain-specific learning mechanisms. Yet, Thornton  neglects this possibility. In fact, it is now well understood that the human visual cortex is paved with many kinds of feature detectors that perform computations that, within Thornton’s conceptual framework, we would classify as being used in relational learning (e.g. object recognition). The importance of evolution in biasing and enabling learning and development in general is, after all, what the all growing and successful field of evolutionary psychology is founded upon (Barkow et al. 92).

Back to the main track, Thornton presents his TFT algorithms (very informally) as consisting of three steps: first, use any regular fence-and-fill algorithm for clustering; second, use a recoding function to make the induced space more uniform  (e.g. move cluster centers with similar values to close neighborhoods within the features hyper-space); third, iterate the first two procedures until an acceptable fit is obtained. Unfortunately, after spending ten chapters preparing the ground, he uses less than one chapter to explain the procedure. This makes it hard to see how TFT would work in detail and to examine what the expected performance could be. In any case, it seems to me that a TFT algorithm would present at least two main defects: first, it does not guarantee 100% performance in the generalization task. While this is not a serious defect in any learning algorithm, it implies that the underlying relation (say x > y) is never “formally” learned. Second, TFT seems to require that all data points be available simultaneously, which makes it hard to see how it could effectively be employed in a situated agent.

Thornton’s main claim is that all kinds of relations can actually be learned from “scratch” based purely on similarity based induction. An altogether different proposal to the same problem – concept induction -- is made by Peter Gandenfors in his book: “Conceptual Spaces”. He suggests that novel concepts can be induced by first projecting input vectors with many dimensions (features/properties), into vectors with smaller dimensions that preserve the topological structure (e.g. using a Kohonen’s self-organizing map). Given these reduced dimension vectors, auto-associative maps can be built that allow “Gestalts” to be efficiently learned, in a way that code global regularities in respect of the clustering level (Gandenfors 00, chapter 6). He also suggests that formal systems (e.g. algebra, calculus or logic), are used in science as external tools and not as part of the mind own machinery. Thus representing a case of situated activity as characterized by Andy Clark (Clark 97). This seems a much more convincing line of argument to me. After all, when we learn the concept/operator of multiplication, and clearly understand what it means, we still have to use an external or at least conscious algorithm to perform the computation (remember how hard grade school was?!). Clearly, this argument leaves open the question of how formal systems come about, but that’s a business which we don’t expand here. In any case, if Gandenfors is right the dichotomy put forward by Thornton on “relational vs. non-relational” learning loses some conceptual utility.

Curiously, in the last chapter, Thornton exemplifies the idea of a creativity continuum – the building of new concepts on top of other concepts – postulating, as the primitive operator the equality relation (=) instead of using a TFT algorithm. Because in is toy example the way new higher-level concepts are created is not based on similarity, this contradicts the main argument that he was trying to pass through in the whole book. Two other main criticisms can be made to Thornton. First, the fact that he insists on a model of supervised learning, when is by now well understood that the use of a value system might be more appropriate to model many aspects of cognitive agency (e.g. a set of surviving instincts or goals) (Pfeifer et al. 99). Although, formally, the two types of learning can be reduced to one another (e.g. using reinforcement learning), in practice the algorithmic and conceptual differences are significant. Second, Thornton does not consider the fundamental role played by agents’ drives or goals to constrain the induction process, given the unlimited number of potential regularities to be observed -- a point made very clearly by Holland et al. in the book: “Induction” (Holland et al. 86/96). Although, Thornton acknowledges this fact by stating that agents have an active role in the process of discovery, he does not provide any serious analyses of the mechanisms involved in this. More generally, Thornton can be criticized for not referencing so many other related works that are the stepping stones of the topic of induction and agency (e.g. Holland et al. 86/96, Pfeifer et al. 99).

In retrospect, we can say that the semester was short. Many important issues were left out, and the occasional colds caught by the professor hampered the quality of some lessons. In general, however, it was a course worth taking. The book is highly entertaining, presents some new perspectives, and most importantly it motivates further studies. Maybe going to school is not that bad after all.
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